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Abstract
The purpose of this work was to investigate the utility of implicit integration methods for molecular dynamics (MD) simulation. Implicit methods were investigated in an attempt to address
the bottleneck associated with short, stability-limited step size lengths available to the explicit
methods currently in widespread use. Two implicit methods were compared to the current standard for time integration, the explicit velocity Verlet (VV) integration scheme. The implicit
methods were implemented in a methods development version of a popular research grade MD
code, which uses a physically based interaction potential for biological molecules. The nonlinear systems of equations arising from the use of implicit methods were solved in a quasi-Newton
framework. In addition to quasi-Newton, a Newton-Krylov type method was considered briefly.
The primary aspects of comparison were energy conservation and efficiency.
The ideal performance of the implicit methods implemented in a coprocessing framework
was estimated. These estimates did not indicate a significant gain in performance over the explicit
method. Although the energy conservation provided by the implicit methods was adequate, the
length of the time steps was limited by convergence in the Newton iterations. Fourier transform
analysis indicated that high frequencies present in the velocity and acceleration signals may be
limiting the step size lengths and thereby limiting the utility of implicit methods in MD.
Key words: implicit integration, molecular dynamics

1. Introduction
MD is a versatile and powerful methodology, but it suffers from several efficiency bottlenecks. Our purpose in this work was to investigate the potential of implicit methods of integration
for eliminating the bottle neck associated with stability limited time step sizes. In Section 1, we
review the basic concepts of MD and implicit integration. In Section 2, we introduce the setup
we used to run our experiments. Section 3 explains and summarizes the numerical experiments
we performed. Section 4 discusses our conclusions.
1.1. Molecular Dynamics
MD is used to compute the time evolution of a system that is described as a set of interacting
particles. The raw data generated by MD is trajectories of all particles in position, velocity and
acceleration space. From this information, higher level and even macroscopic properties of the
system can be derived. Indeed, these are the only means by which MD experiments can be
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compared to laboratory experiments, as the low level dynamical information obtained in MD
experiments is hidden in most laboratory experiments.
MD has become a staple in modern theoretical chemistry, material science, biology, as well as
many other fields and the interdisciplinary research going on everywhere in between. Hundreds
of papers are published every year covering topics including electrosprays [28], nanosheet defect
formation [29], computer aided drug design [30] and many more. In all cases, MD is used to
compliment traditional experimental techniques. Section 1.1.1 gives a short introduction to the
basic MD algorithm and identifies which aspects the present work attempts to improve upon.
1.1.1. Basic algorithm
Algorithm 1 Basic Molecular Dynamics Algorithm
Require: Interaction potential
Require: Masses of all particles
Require: Initial positions and velocities of all particles
Require: Number of steps in the simulation
Calculate forces on all particles
for Each step do
Increment current time
Use numerical integration to update positions and velocities
Recalculate forces
end for
Calculate properties
In words, Algorithm 1 states that performing a MD simulation requires an interaction potential, a set of particles (each with specified mass), a set of initial positions and velocities for the
particles and a number of steps. To complete the initialization of the simulation, the forces on all
particles must be calculated according to the initial positions and the specified interaction potential. For each step in the simulation, the force on each particle and a set of integration formulas
is used to update the positions and velocities. Finally, new forces are calculated according to the
new positions generated in the last step. Once the number of steps specified at the beginning
have been taken, properties of the system can be calculated given the trajectories obtained during
the simulation.
1.1.2. Challenges
Three fundamental challenges have stood out throughout the development of MD and continue to be pressing scientific issues today. The first challenge is creating simple yet accurate
interaction potentials for various types of systems. Ideally, an interaction potential would be
applicable to all types of systems and would perform equally well in all conditions (all temperatures, pressures, etc.). However, even if creating such a potential were possible, evaluating it
would undoubtedly be very computationally intensive even for relatively small systems. Therefore, scientists have created many relatively easy to calculate potentials [31, 32] that are narrowly
applicable to crystalline systems, biological macromolecules, and granular systems, among others. The second challenge that arises when performing MD simulations is related to the system
size. Even if a system can be accurately represented by a relatively simple interaction potential,
computing the interactions between all the particles at each time step can become overwhelming
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as the system size grows large. Calculating pairwise interactions in a naive manner, for instance,
is an order N2 operation. Parallel computers with new classes of algorithms [33], coarse graining [34, 42] and the use of implicit solvent [35] have all gone a long way towards lowering the
barriers associated with system size.
The final challenge comes when updating the positions and velocities of the particles. As
detailed in Section 2.3, there are many ways to perform this update. The different methods have
different merits and the purpose of this work is to compare the current standard to a group of
methods that has been partially rejected and partially ignored in the MD literature (see Section
1.2.2). Most MD codes currently rely upon a family of methods that are explicit and symplectic.
Symplecticness is a property of a method that ensures certain invariants of Hamiltonian systems
are preserved throughout a simulation [36]. Symplectic methods ensure good long term energy
behavior and it is widely said in MD literature that symplecticness is necessary for an effective
integration scheme. Explicit methods are easier to implement than implicit methods. However,
explicit methods are limited to short integration step sizes for stability reasons, while implicit
methods are not [44]. A short step size means that, in order to run a reasonably long simulation, many steps must be taken. Many steps means many force evaluations and therefore a high
computational cost. The purpose of this work is to see if it is possible to use implicit methods to
increase the step size of MD simulations while maintaining efficiency and accuracy.
1.2. Implicit Integration
1.2.1. Quasi-Newton framework
The nonlinear systems arising from the use of implicit methods of integration require an
iterative solution. There are several ways in which this problem can be approached. We decided
to use a multi-dimensional version of Newton’s method. Newton’s method requires an initial
guess as input to the root finding procedure. In MD, the obvious choice of initial guess for the
accelerations of the particles is their values at the end of the last time step. With this initial
guess for the accelerations, guesses for the positions and velocities can be generated using the
Forward Euler method. This is the method of prediction that we used in our work. In the past, the
nonlinear systems resulting from using implicit methods in MD have been dealt with by using
functional iteration methods [12, 21].
1.2.2. Previous applications in molecular dynamics
Presently, MD simulation relies almost exclusively on leapfrog/Verlet type explicit symplectic methods [1]. The integration step-size for these methods is limited to values in the femtosecond (10−15 s) range. The step-size can be increased by splitting the inter-atomic interaction forces
to perform a ”lazy” update of certain force classes, as done by MTS methods [1–10]. A second
approach, promoted by RATTLE/SHAKE type methods, freezes O-H, C-H, and N-H chemical
bonds that are responsible for high frequency vibration [8–10], leading to a constrained multibody dynamics problem. The MTS methods are sensitive to partitioning choices [10, 14–16],
while RATTLE/SHAKE type methods tamper with system dynamics if, for instance, aggressive
freezing of bond angles is pursued [18]. As an alternative to constrained dynamics, a method
was developed that combines normal mode techniques with implicit integration [27].
The use of implicit integration in MD simulation raises the prospect of sensitivity computation and nonlinear system solution. With force field computation already a challenge, the overwhelming majority of researchers have shied away from methods requiring force field sensitivity
computation. A literature review reveals a small number of instances in which implicit integration is used in the context of MD simulation. In [19], a second order Backward Differentiation
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Formula (BDF) was considered for comparison purposes. Non-symplectic and possessing large
numerical dissipation, the BDF method behaved poorly. In [12, 21], a simple fixed point iteration
approach was used to investigate the symplectic Gauss-Legendre Runge-Kutta method. When
compared to a Verlet algorithm, larger integration step-sizes are reported for the implicit midpoint
integration formula in [22]. The theoretical analysis presented in [23] explained the resonance
artifacts discussed in [22, 24]. It also indicated that implicit integration has potential for larger
simulation step-sizes, which were bounded by accuracy limitations. The work-precision diagram
reported in [25] suggests that the implicit integration method is superior to the Verlet method for
a simple Hamiltonian system. Recently, some work has been done in [26] that takes advantage
of implicit and explicit methods by splitting forces at the level of the Lagrangian action integral
rather than the Hamiltonian like previous MTS methods.
2. Experimental setup
In this section, we will describe the software, hardware, models and numerical methods that
we employed to carry out our experiments.
2.1. Software and Hardware
There are many MD codes to choose from. NAMD [38] is a MD code that is well known
and widely used because of its ability to scale well on parallel architectures. The group that
maintains NAMD also provides a serial, methods development version of the code, which is
known as NAMD-Lite [37]. The code is modular and well documented and is therefore easy
to modify, compile and run. Perhaps most importantly, NAMD-Lite implements the popular
physically based CHARMM interaction potential for biological molecules, which means that
methods implemented in this code can be tested with a realistic interaction potential. CHARMM
[31] refers to both a molecular simulation program and a physically based interaction potential.
The potential is called physically based because it is the sum of terms with a simple physical
basis. These include bonded terms such as bond stretching and torsion angle bending, as well as
non-bonded terms like electrostatic and van Der Waals interactions. CHARMM has become very
popular in the simulation community for representing biomolecules. Visual Molecular Dynamics
[39] is a program that was built to interface with NAMD for purposes of visualization. All
figures that show the simulation (such as those in Section 2.2) were generated using VMD. We
used MATLAB (2007a, The MathWorks, Natick, MA) to post process the raw data generated
by the simulations and to make the plots found throughout this paper. Jacket (1.0, AccelerEyes,
Austell, GA) is a software package that allows the user to transparently leverage the power of
GPU computing [47] from inside MATLAB. We used Jacket to accelerate the calculation of the
Fourier transforms in Section 3.8. The Intel MKL library was used whenever the solution of a
linear system was performed on the CPU. We chose MKL because all of the linear systems were
dense.
All simulations were performed on a desktop PC running Ubuntu Linux. The processor used
was a Pentium D and the system had 2 GB of RAM. Jacket was used in conjunction with the
NVIDIA Geforce 8800 GT for computing Fourier transforms.
2.2. Models
We ran our experiments on three models; see Figure 1. All three models were small proteins.
The first, alanin, is a small peptide comprised of 10 alanine residues. In this model, only the
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hydrogens covalently bonded to the nitrogens are explicitly represented. The second model, da,
is the same peptide but with all hydrogens explicitly represented. The last model is Ubiquitin,
a protein found in many organisms. The experiments were run in vacuum (without implicit or
explicit solvent). The serial nature of the code restricted the size of the models that we could
handle in a reasonable amount of time.

Figure 1: (a) alanin, (b) da, (c) Ubiquitin

2.3. Methods
2.3.1. Velocity Verlet
Velocity Verlet is the current standard for integration in MD. It is a symplectic, explicit
method with a single force evaluation per time step. Equation 1 shows how the positions, velocities and accelerations are updated at every time step. Here, and throughout the rest of the paper,
r, v, a, and f are vectors of length 3P (where P is the number of atoms in the system) containing
the Cartesian components of the positions, velocities, accelerations and forces, respectively. The
function f takes a position vector r and returns forces based on the CHARMM interaction potential. Subscripts on vectors always indicate the time step, with n being the current time step. In
the case of f, a subscript of the form fn is shorthand for f(rn ). The symbol ∆t is used to indicate
the step size and M is a 3P × 3P diagonal matrix containing the masses of the atoms.
vn+ 21

=

rn+1

=

an+1

=

1
vn + ∆tan
2
rn + ∆tvn+ 21

(1)

−1

M fn+1
1
vn+1 = vn+ 12 + ∆tan+1
2
The notable aspects of this algorithm are that the velocity is updated in two stages and that
the position is updated using the intermediate velocity, giving the method second order accuracy.
2.3.2. Hilber-Hughes-Taylor
The Hilber-Hughes-Taylor (HHT) method is an implicit, non-symplectic method that has
second order accuracy. Equation 2 shows how the positions, velocities and accelerations are
updated at every time step.
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an+1

=

(1 + α)M−1 fn+1 − αM−1 fn

vn+1

=

rn+1

=

vn + ∆t((1 − γ)an + γan+1 )
∆t2
((1 − 2β)an + 2βan+1 )
rn + ∆tvn +
2

(2)

2
In Equation 2, fn+1 is shorthand for f(rn+1 ), γ = 1−2α
and β = ( 1−α
2
2 ) . The parameter α
controls the amount of numerical dissipation that is introduced and is bounded by α ∈ [− 13 , 0].
For α = 0 this method is identical to the well known trapezoidal method. All simulations reported
here were run with α = 0. Nonzero values of α caused unacceptable energy drift [43]. Equation
3 gives a derivation of the Jacobian, J, for the HHT method.

ψ =
∂ψ
=
∂an+1

Man+1 − (1 + α)fn+1 + αfn = 0
∂fn+1 ∂rn+1
M − (1 + α)
∂rn+1 ∂an+1
∂fn+1
M − (1 + α)β∆t2
=J
∂rn+1

=

(3)

Note that rn+1 was taken from line 3 of Equation 2. In practice, for complicated functional
forms such as those found in CHARMM, numerical differencing must be used to approximate
the derivatives in J. We have employed a central differencing scheme in our algorithm. The
quasi-Newton approach employed in our simulations is detailed in Algorithm 2. All superscripts
on vectors indicate the iteration number, with k being the current iteration. The symbols ∆a and
 are the corrections to the accelerations and the convergence tolerance, respectively.
Algorithm 2 Quasi-Newton algorithm: Hilber-Hughes-Taylor
an+1 (0) = an
compute J
while k∆an+1 (k) k >  do
compute ψ(rn+1 (k) )
solve J∆an+1 (k) = ψ(rn+1 (k) )
an+1 (k+1) = an+1 (k) − ∆an+1 (k)
compute rn+1 (k+1) and vn+1 (k+1) using Equation 2
end while

2.3.3. Implicit midpoint
Implicit midpoint (IM) is an implicit, symplectic method with second order accuracy. Equation 4 shows how the positions, velocities and accelerations are updated at each time step.
vn+1

=

rn+1

=

an+1

=

vn + ∆tM−1 f

 rn + rn+1 

vn + vn+1
rn + ∆t
2
M−1 f(rn+1 )
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2
(4)

Algorithm 3 Quasi-Newton algorithm: Implicit midpoint
an+1 (0) = an
initialize rn (0) and vn (0) using a Forward Euler step
(0)
n
)
compute midpoint acceleration M−1 f( rn−1 +r
2
while k∆rn+1 (k) k >  do
compute ψn+1 k
solve J∆rn+1 (k) = ψn+1 k
rn+1 (k+1) = rn+1 (k) − ∆rn+1 (k)
compute vn (k+1) according to Equation 4
end while
The quasi-Newton approach employed is detailed in Algorithm 3. In Algorithm 3, ψ is given
by
ψn+1 (k) = rn+1 (k) −

∆t2 −1  rn + rn+1 
M f
− rn − ∆tvn
2
2

(5)

and, therefore, J is given by
J=

∂ψ
∆t2 ∂f
= I − M−1
∂r
4 ∂r

(6)
rn +rn+1
2

where I is the identity matrix of size 3P × 3P.
3. Numerical experiments
The figures presented here are a small portion of the data generated during this project. The
conclusions, however, draw on all of the data. For a complete summary of all the data, see [43].
3.1. Energy versus time
Ideally, the total energy of a simulation would stay constant throughout the simulation. In
order to see how the total energy evolves in time with the various methods, several short simulations were run and the energy was plotted versus time step. Simulations of 10,000 steps were
run with the alanin and da models using the VV, HHT and IM integrators. For each integrator,
a simulation was run with a time step of 1 fs and the time step was incremented by 1 fs and
another experiment was run until the time step was so large that the simulation was not able
to complete. Simulations with explicit and implicit integrators fail for different reasons. Both
implicit and explicit integrators can fail when the total energy drifts away from its initial value.
Implicit integrators can also fail when the Newton iterations fail to converge for large step sizes.
In Figure 2, both implicit and explicit methods show rapid variation about a mean value. These
variations are quantified in Section 3.2.
3.2. Energy error versus step length
The purpose of these experiments was to quantify the variations in total energy that were
observed in Section 3.1. Seven simulations of 2ns were performed for each model (alanin and
da) and method (VV, HHT, IM) combination. The seven simulations had step sizes ranging from
7

Figure 2: Total energy versus time step. ∆t = 1 f s, tend = 10ps, alanin

20 to 2−6 fs. The average energy error was computed by subtracting the initial energy from each
data point and dividing by the total number of data points. This averaging is shown in Equation
7. In this equation, ∆E gives the average energy error, En is the total energy at time step n and
E0 is the initial total energy. The average energy error was plotted versus step size on a log-log
plot.
∆E =

N
1 X
kEn − E0 k
N n=1

(7)

Figure 3: Energy error versus time step, alanin

Figure 3 shows the energy error versus step size for alanin and the three integrators. The
energy error for the implicit integrators is always less than that of the explicit integrator. The
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energy error for the implicit integrators is not monotonic with respect to step size. Previous work
suggests that this might be due to a resonance phenomenon [24].
3.3. Maximum step size
The purpose of this experiment was to determine the approximate maximum step size for the
models and integrators being investigated. For each model and integrator mentioned in Section
3.2, the step size was started at 1 f s and incremented by 1 f s in each subsequent experiment. All
experiments were run for 1,000 steps. If the simulation was unable to complete 1,000 steps due
to either energy drift or failure to converge in the Newton iterations, then it was considered failed.
Model
alanin
da
Ubiquitin

velocity Verlet
3-4 fs
3-4 fs
1-2 fs fs

HHT (α = 0)
6-7 fs
5-6 fs
2-3 fs

implicit midpoint
5-6 fs
5-6 fs
2-3 fs

Table 1: Maximum step size

Table 1 summarizes the results of these experiments. The lower bound for the step size
range represents the largest step size for which the simulations completed and the upper bound,
likewise, gives the smallest step size for which the simulation failed. The maximum step size
decreases as the complexity of the model increases. In all cases the implicit integrators are able
to take larger steps than the explicit integrator.
3.4. ”Get-and-forget” prediction
One of the factors limiting the step size increase that implicit integrators provide (see Section
3.3) is the simple method of prediction we use for initializing the Newton iterations. The purpose
of the ”get-and-forget” prediction experiment was to determine how much a better method of
prediction could further increase the step size. It should be noted that this method, described
below, is a purely diagnostic tool and is not meant to be a practical means of increasing efficiency.
In order to obtain a better initial prediction for the Newton iterations, N small steps were
taken, each ∆t
N in length. Accelerations were then calculated based on the positions of the atoms.
The positions and velocities were discarded and the step size was reset to ∆t. Finally, the new
accelerations obtained were used as the initial prediction needed by the Newton iterations of the
normal step. This procedure is described in detail in Algorithm 4.
Algorithm 4 “Get-and-forget” algorithm
Divide each step into N shorter steps
for each time step tn do
Save initial positions and velocities rinitial and vinitial
Take N short steps with step length ∆t
N according to Algorithm 2
Save the resulting acceleration vector a prediction at tn+1
Reset positions and velocities to rinitial and vinitial
Apply Algorithm 2 with step length ∆t and initial guess an+1 (0) = a prediction
end for
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N=
1 fs
3 fs
5 fs
7 fs
9 fs
11 fs
13 fs

1
C
C
C
F
F
F
F

2
C
C
C
C
C
F
F

3
C
C
C
C
F
F
F

4
C
C
C
C
F
F
F

5
C
C
C
C
F
F
F

6
C
C
C
C
F
F
F

7
C
C
C
C
F
F
F

Table 2: “Get-and-forget” prediction

Full Jacobian?
No
Yes

Step Size (fs)
2.6
6.2

Num. Steps
1923
806

Simulation Time (ps)
5
5

CPU (s)
331.46
366.96

Table 3: Full Jacobian versus constant mass matrix

The results of this experiment are given in Table 2. The largest constant step size that was
successful in these experiments was 9 fs. The results in Section 3.3 indicate a maximum step size
of 6 fs for the HHT/alanin combination. This suggests that a better method of prediction could
increase the step size, but not by orders of magnitude.
3.5. Full Jacobian versus constant mass matrix
One of the disadvantages of using a quasi-Newton approach with an implicit method (as opposed to functional iteration) is the need to compute a Jacobian for use in the Newton iterations.
When the interaction potential is complicated, such as CHARMM, the derivatives in the Jacobian must be approximated numerically. Computing these derivatives numerically requires many
force evaluations. However, Equations 3 and 6 show that the contribution of the derivatives in the
Jacobian are scaled by the quantity ∆t2 . This is a very small number and therefore the Jacobian
matrices are dominated by M and I for HHT and IM, respectively. This is shown graphically in
Figure 4. The purpose of this experiment was to see if the similarity between J and M could be
leveraged to eliminate the cost of numerical differentiation when evaluating the Jacobian.
The HHT method was modified such that the constant mass matrix, M, was used in place of
the full expression for the Jacobian, J. The maximum step size for each method was determined
down to the tenth of a femtosecond. A total simulation time was fixed and the number of steps
for each method was adjusted accordingly. The CPU times are reported in Table 3.
Eliminating the numerical differencing (by replacing J with M) decreased the maximum step
size of the method from 6.2 f s to 2.6 f s. However, despite having to take more steps, the method
without numerical differencing still ran slightly faster. These results suggest that in some cases
a small efficiency gain is available by eliminating numerical differencing altogether; however,
both of these methods are significantly slower than using VV because each implicit step requires
several Newton iterations and each Newton iteration requires a force evaluation. Therefore, a
different method of eliminating the cost of evaluating the Jacobian must be sought.
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Figure 4: Visualization of the HHT Jacobian during a typical time step. On the left, a contour plot shows that the diagonal
elements dominate the off-diagonal elements. The figure on the right shows the zero pattern. Although the off-diagonal
elements are small, most are not zero because of the long range interactions between atoms.

3.6. Infrequent Jacobian evaluation
In order to be competitive with explicit methods, implicit methods must be able to retain large
step sizes but also must not be hindered by Jacobian evaluation. The purpose of this experiment
was to determine the extent to which a coprocessing scheme could be used to eliminate the cost
of Jacobian evaluation while retaining large step sizes. In a coprocessing scheme, the work of
evaluating the Jacobian is offloaded onto a piece of hardware that is separate from the hardware
advancing the simulation. The Jacobian evaluation then takes place in parallel to advancing the
simulation. During the simulation, atomic positions are sent to the coprocessing hardware and a
new Jacobian is sent back to the CPU once the evaluation is completed.
The HHT and IM methods were modified such that Jacobian evaluation could be performed
at any integral number of steps. For each integrator, a grid of experiments was run wherein the
step size and Jacobian evaluation frequency were varied gradually. Table 4 shows the the results
for these experiments. For each combination of step size and Jacobian evaluation frequency,
a ”C” indicates that the experiments completed successfully and an ”F” means the experiment
failed.
In order for a method to be suitable for coprocessing, it must be able to take several steps
without updating the Jacobian. For the method to be efficient, these steps must be as large as
possible. However, the results indicate that these methods are not able to take large steps and
evaluate the Jacobian infrequently. For instance, neither method is able to take steps of 4 fs and
update the Jacobian every 10 steps. For a 3 f s time step, HHT was able to take as many as 10,000
steps between Jacobian updates, while IM was limited to 100 steps.
3.7. Simulated Jacobian coprocessing
The purpose of this experiment was to estimate the ideal performance of the implicit methods
when implemented in a coprocessing scheme. The code was instrumented with timers, which
11

1 fs
2 fs
3 fs
4 fs
5 fs
6 fs

1
C
C
C
C
C
C

10
C
C
C
F
F
F

100
C
C
C
F
F
F

1000
C
C
C
F
F
F

10000
C
C
C
F
F
F

1 fs
2 fs
3 fs
4 fs
5 fs
6 fs

1
C
C
C
C
C
F

10
C
C
C
F
F
F

100
C
C
C
F
F
F

1000
C
C
F
F
F
F

10000
C
C
F
F
F
F

Table 4: Infrequent Jacobian evaluation: HHT (left) and IM (right). The first row shows the number of steps taken before
a fresh Jacobian becomes available. The first column shows the step size ∆t.

were added into the HHT and IM methods so that each part of the numerical integration algorithm that is susceptible to coprocessing could be subtracted from the total simulation time.
This difference gives an ideal estimate of the performance, meaning that it does not take into
account communication time between the coprocessing hardware and the CPU. Also, each of
the coprocessed operations (Jacobian evaluation, Jacobian factorization and forward/backward
substitution) are assumed to take zero time to complete on the coprocessing hardware. These
assumptions are not as aggressive as they might seem because part of the time taken to perform
these operations would be masked by the infrequent Jacobian evaluation.
Integrator

# steps

step size

lazy steps

total time (s)

evaluation (s)

factorization (s)

solution (s)

”ideal” (s)

Verlet

6000

1

-

4.307

-

-

-

4.307

avg. iterations
-

HHT
HHT
HHT
HHT
IM
IM
IM
IM

1000
2000
2000
2000
2000
3000
3000
3000

6
3
3
3
3
2
2
2

1
1
10
1000
1
1
10
1000

187.566
374.802
42.574
14.628
384.535
572.131
68.443
12.087

180.199
363.493
34.592
0.332
363.773
547.302
52.535
0.503

3.410
7.200
0.712
0.137
8.026
13.295
1.431
0.014

0.375
0.402
0.489
1.196
0.982
0.840
0.814
0.818

3.581
3.705
6.781
12.962
11.754
10.694
13.663
10.751

8.075
4.043
5.852
15.081
11.475
5.998
5.996
6.076

Table 5: Simulated Jacobian coprocessing timing results

Table 5 shows the results for these experiments. The time taken for the same simulation with
VV is included as a reference point. The first column of Table 5 gives the integrator used in
each experiment. The second column shows the number of steps and the third shows the step
size. The total time was kept constant by adjusting the number of steps and the step size. The
other columns give the total time it took to complete the simulation, time spent evaluating the
Jacobian, time spent factoring the Jacobian (which happens once every time it is evaluated), time
spent solving the linear system for corrections to the accelerations or positions (see Algorithms
2 and 3), the ”ideal” time (found by subtracting columns 6-8 from column 5) and the average
number of Newton iterations per integration step. In most cases, the total simulation time is
dominated by the time it takes to evaluate the Jacobian. The lowest ideal time was achieved by
taking a 6 f s time step with HHT and evaluating the Jacobian once every step. However, it should
also be noted that these are the conditions under which the assumptions mentioned above begin
to break down. The results in Table 5 suggest that, even in an ideal implementation, HHT and
IM would only break even with VV in terms of efficiency. Unless a better method of prediction,
or some other means of extending the step size, is found, implementing a coprocessing scheme
could only improve on the existing explicit methods by a small margin.
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3.8. Fourier transform analysis
The Fourier transform is widely used for understanding the dynamics of systems [40]. We
used it to compare the dynamics generated by the explicit and implicit methods. A direct comparison of trajectories for two different methods is not useful, even if the initial conditions are
identical, because any perturbation will cause two trajectories to diverge exponentially in time
[41].
Two simulations of approximately 2ns were run. The step size for the simulations was
0.125 f s. The alanin model was used for both the VV and HHT simulations. In the case of
the HHT simulation, the constant mass matrix method described in Section 3.5 was used because it is much more efficient than but essentially identical to the full Jacobian method due to
the small step size. At each time step of all experiments, the position, velocity and acceleration of
a carbon, hydrogen, nitrogen and oxygen atom were recorded. For each trajectory, MATLAB and
Jacket were used to generate a Fourier transform. Figures 5 and 6 show a comparison between
VV and HHT.
The frequency power spectra generated by the VV and HHT signals are comparable, which
suggests that the dynamics are similar. In particular, high frequencies are prominent for both
methods in the transforms of the velocity and acceleration signals. By the Nyquist-Shannon
sampling theorem [45], a function that only contains frequencies lower than νmax can be uniquely
reconstructed by sampling at evenly spaced points no farther apart than ∆tmax = 2ν1max . If we take
νmax = 1x1014 Hz from plot (f) of Figure 6, the Shanon sampling theorem implies a maximum
step size of ∆tmax = 5 f s. This is near to the empirical values reported in Section 3.3.
4. Discussion
Based on the results from Sections 3.1 and 3.8, the ensemble of states and dynamics generated by the implicit methods seem acceptable. In fact, the results of Section 3.2 show that the
energy error associated with the implicit methods is less than that of VV. However, the maximum
step size associated with the implicit methods is only about twice that of VV (Section 3.3). A
better method of prediction could potentially increase the maximum step size of the HHT method
(Section 3.4), but in its current form, the potential efficiency gains of a coprocessing scheme do
not warrant a full implementation (Sections 3.6 and 3.7). Attempting to eliminate the cost of
evaluating the Jacobian without coprocessing reduced the maximum step size, thereby causing
the method to be inefficient (Section 3.5). If implicit methods are going to be useful in MD
then more work must be done on extending the step size that will converge in the Newton iterations. The results in Section 3.8 suggest that the high frequencies present in the velocity and
acceleration signals might be setting the upper limit on the step size. In order to overcome these
limitations, future work should focus on using implicit methods with constraints to eliminate
high frequencies (like RATTLE [46] for VV) and mixed implicit/explicit methods as in [26].
Finally, it should also be noted that we considered an alternative to the quasi-Newton method
known as Newton-Krylov. Krylov methods are iterative methods that can be used to decrease the
amount of time taken to solve a nonlinear system by solving the linear system only approximately
at each Newton iteration. Newton-Krylov methods are known to work well for nonlinear systems
where the iteration matrix has clustered eigenvalues. In the case of MD, M−1 serves as a natural
preconditioner for J and Figure 7 shows the spectral structure of the iteration matrix M−1 J.
The spectral structure of M−1 J shows strong clustering of eigenvalues, even as the step size is
increased. This means that Newton-Krylov methods have the potential to decrease the amount of
13

time spent performing the linear algebra operations that are required when using implicit methods
of integration in MD. However, as shown in Table 5, the time taken to perform linear algebra
operations is dwarfed by the time taken to evaluate the Jacobian. Like quasi-Newton methods,
each iteration of Newton-Krylov methods require a force evaluation. The argument that draws
upon Shanon’s sampling theorem still holds and therefore using Newton-Krylov methods is not
likely to provide a significant gain in efficiency.
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Figure 5: Velocity Verlet Fourier transform plots: (a) Hydrogen position signal, (b) Hydrogen position transform, (c)
Oxygen velocity signal, (d) Oxygen velocity transform, (e) Nitrogen acceleration signal, (f) Nitrogen acceleration transform. The step size used was 0.125 f s.
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Figure 6: Hilber Hughes Taylor Fourier transform plots: (a) Hydrogen position signal, (b) Hydrogen position transform,
(c) Oxygen velocity signal, (d) Oxygen velocity transform, (e) Nitrogen acceleration signal, (f) Nitrogen acceleration
transform. The step size used was 0.125 f s.
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Figure 7: Spectral structure of iterative matrix M−1 J for various step sizes: (a) 1 f s, (b) 2 f s, (c) 4 f s, (d) 8 f s. The
horizontal axis gives the real part of each eigenvalue and the vertical axis gives the imaginary part. For all values of the
step size, the eigenvalues are purely real and tend to be clustered around 1 on the real axis.
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